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	Chapter 13:

Big Data and Analytics



Learning Objectives for Chapter 13
1. Learn what Big Data is and how it is changing the world of analytics
2. Understand the motivation for and business drivers of Big Data analytics
3. Become familiar with the wide range of enabling technologies for Big Data analytics
4. Learn about Hadoop, MapReduce, and NoSQL as they relate to Big Data analytics
5. Understand the role of and capabilities/skills for data scientist as a new analytics profession
6. Compare and contrast the complementary uses of data warehousing and Big Data
7. Become familiar with the vendors of Big Data tools and services
8. Understand the need for and appreciate the capabilities of stream analytics
9. Learn about the applications of stream analytics
CHAPTER OVERVIEW (  (  (  (  (  (  (  (  (  (  (  (  (  (  ( 
Big Data, which means many things to many people, is not a new technological fad. It is a business priority that has the potential to profoundly change the competitive landscape in today’s globally integrated economy. In addition to providing innovative solutions to enduring business challenges, Big Data and analytics instigate new ways to transform processes, organizations, entire industries, and even society all together. Yet extensive media coverage makes it hard to distinguish hype from reality. This chapter aims to provide a comprehensive coverage of Big Data, its enabling technologies, and related analytics concepts to help understand the capabilities and limitations of this emerging paradigm. The chapter starts with a definition and related concepts of Big Data followed by the technical details of the enabling technologies including Hadoop, MapReduce, and NoSQL. After describing “data scientist” as a new, fashionable organizational role/job, we provide a comparative analysis between data warehousing and Big Data analytics. The last part of the chapter is dedicated to stream analytics, which is one of the most promising value propositions of Big Data analytics.

This chapter contains the following sections:
CHAPTER OUTLINE

13.1
OPENING VIGNETTE: BIG DATA MEETS BIG SCIENCE AT CERN



(
Questions for the Opening Vignette

A.
What we can learn from this vignette

13.2
DEFINITION OF BIG DATA
A.
THE VS THAT DEFINE BIG DATA


1.
Volume

(
Technology Insights 13.1: The Data Size Is Getting Big, Bigger, and Bigger


2.
Variety


3.
Velocity


4.
Veracity


5.
Variability


6.
Value Proposition

(
Application Case 13.1: Big Data Analytics Helps Luxottica Improve Its Marking Effectiveness



(
Section 13.2 Review Questions

13.3
FUNDAMENTALS OF BIG DATA ANALYTICS

A.
BUSINESS PROBLEMS ADDRESSED BY BIG DATA ANALYTICS

(
Application Case 13.2: Top 5 Assessment Bank Achieves Single Source of the Truth



(
Section 13.3 Review Questions

13.4
BIG DATA TECHNOLOGIES


A.
MAPREDUCE

B.
WHY USE MAPREDUCE?

C.
HADOOP

D.
HOW DOES HADOOP WORK?

E.
HADOOP TECHNICAL COMPONENTS


1.
Hive


2.
Pig


3.
HBase


4.
Flume


5.
Oozie

6.
Ambari


7.
Avro


8.
Mahout


9.
Sqoop


10.
HCatalog

F.
HADOOP: THE PROS AND CONS

(
Technology Insights 13.2: A Few Demystifying Facts about Hadoop


G.
NOSQL

(
Application Case 13.3: eBay’s Big Data Solution



(
Section 13.4 Review Questions

13.5
DATA SCIENTIST

A.
WHERE DO DATA SCIENTISTS COME FROM?

(
Technology Insights 13.3: A Typical Job Post for Data Scientists

(
Application Case 13.4: Big Data and Analytics in Politics



(
Section 13.5 Review Questions

13.6
BIG DATA AND DATA WAREHOUSING
A.
USE CASES FOR HADOOP


B.
USE CASES FOR DATA WAREHOUSING

C.
THE GRAY AREAS (ANY ONE OF THE TWO WOULD DO THE JOB)

D.
COEXISTENCE OF HADOOP AND DATA WAREHOUSE




(
Section 13.6 Review Questions

13.7
BIG DATA VENDORS

(
Application Case 13.5: Dublin City Council Is Leveraging Big Data to Reduce Traffic Congestion
(
Technology Insights 13.4: How to Succeed with Big Data

(
Application Case 13.6: Creditreform Boosts Credit Rating Quality with Big Data Visual Analytics



(
Section 13.7 Review Questions

13.8
BIG DATA AND STREAM ANALYTICS
A.
STREAM ANALYTICS VERSUS PERPETUAL ANALYTICS
B.
CRITICAL EVENT PROCESSING

C.
DATA STREAM MINING



(
Section 13.8 Review Questions

13.9
APPLICATIONS OF STREAM ANALYTICS
A.
E-COMMERCE

B.
TELECOMMUNICATIONS

(
Application Case 13.7: Turning Machine-Generated Streaming Data into Valuable Business Insights
C.
LAW ENFORCEMENT AND CYBER SECURITY

D.
POWER INDUSTRY

E.
FINANCIAL SERVICES

F.
HEALTH SCIENCES

G.
GOVERNMENT




(
Section 13.9 Review Questions

Chapter Highlights

Key Terms

Questions for Discussion

Exercises


Teradata University Network (TUN) and Other Hands-On Exercises

(
End-of-Chapter Application Case: Discovery Health Turns Big Data into Better Healthcare
(
Questions for the Case

References

TEACHING TIPS/ADDITIONAL INFORMATION (  (  (  (  (  (  (  (

This chapter is about Big Data and its ramifications for the field of analytics. Here we are talking about new and emerging trends. Big Data technologies are considered “cutting edge,” and this should be exciting for your students to consider. Have them imagine what it would be like to be a “data scientist.” The data scientist characteristics are things they can reflect on; this will give the chapter a personal relevance.

If your course has a technical component, you may want to consider giving some examples and/or exercises utilizing the Hadoop and MapReduce APIs. These are Java-based, and could be incorporated into a curriculum that includes Java programming. 

It is important for students to understand the differences and complementary potentials that exist between the traditional RDBMS data warehouse type of data and the largely unstructured (or multi-structured) data that you find with Big Data. It is also important for them to understand that the very term “Big Data” has many interpretations. Stress the six Vs often in your lecture.
The concept of stream analytics is exciting, and presents a new paradigm to the concept of “data” for students to consider. So far, they’ve considered data analytics in the context of permanently stored data, whether in a database or in a (preserved) e-mail thread or in a (preserved) social media post or blog. With stream analytics, you are considering data that streams in and is not permanently stored, which changes the nature of the analytic processing that can take place. This is a great topic of conversation to have in the classroom.
ANSWERS TO END OF SECTION REVIEW QUESTIONS(  (  (  (  (  (
Section 13.1 Review Questions
1. 
What is CERN? Why is it important to the world of science?
CERN is the European Organization for Nuclear Research. It plays a leading role in fundamental studies of physics. It has been instrumental in many key global innovations and breakthrough discoveries in theoretical physics and today operates the world’s largest particle physics laboratory, home to the Large Hadron Collider (LHC).
2. 
How does Large Hadron Collider work? What does it produce?

The LHS houses the world’s largest and the most sophisticated scientific instruments to study the basic constituents of matter—the fundamental particles. These instruments include purpose-built particle accelerators and detectors. Accelerators boost the beams of particles to very high energies before the beams are forced to collide with each other or with stationary targets. Detectors observe and record the results of these collisions, which are happening at or near the speed of light. This process provides the physicists with clues about how the particles interact, and provides insights into the fundamental laws of nature.
3. 
What is the essence of the data challenge at CERN? How significant is it?
Collision events in LHC occur 40 million times per second, resulting in 15 petabytes of data produced annually at the CERN Data Centre. CERN does not have the capacity to process all of the data that it generates, and therefore relies on numerous other research centers all around the world to access and process the data. Processing all the data of their experiments requires an enormously complex distributed and heterogeneous computing and data management system. With such vast quantities of data, both structured and unstructured, information discovery is a big challenge for CERN.
4. 
What was the solution? How did Big Data address the challenges?
CMS’s data management and workflow management (DMWM) created the Data Aggregation System (DAS), built on MongoDB (a Big Data management infrastructure) to provide the ability to search and aggregate information across this complex data landscape. MongoDB’s non-schema structure allowed flexible data structures to be stored and indexed.
5. 
What were the results? Do you think the current solution is sufficient?

DAS is used 24 hours a day, seven days a week, by CMS physicists, data operators, and data managers at research facilities around the world. The performance of MongoDB has been outstanding, with an ability to offer a free text query system that is fast and scalable. Without help from DAS, information lookup would have taken orders of magnitude longer. The current solution is outstanding, but more improvements can be made and CERN is looking to apply big data approached beyond CMS.
Section 13.2 Review Questions
1. Why is Big Data important? What has changed to put it in the center of the analytics world?

As more and more data becomes available in various forms and fashions, timely processing of the data with traditional means becomes impractical. The exponential growth, availability, and use of information, both structured and unstructured, brings Big Data to the center of the analytics world. Pushing the boundaries of data analytics uncovers new insights and opportunities for the use of Big Data. 

2. How do you define Big Data? Why is it difficult to define?
Big Data means different things to people with different backgrounds and interests, which is one reason it is hard to define. Traditionally, the term “Big Data” has been used to describe the massive volumes of data analyzed by huge organizations such as Google or research science projects at NASA. Big Data includes both structured and unstructured data, and it comes from everywhere: data sources include Web logs, RFID, GPS systems, sensor networks, social networks, Internet-based text documents, Internet search indexes, detailed call records, to name just a few. Big data is not just about volume, but also variety, velocity, veracity, and value proposition.
3. Out of the Vs that are used to define Big Data, in your opinion, which one is the most important? Why?
Although all of the Vs are important characteristics, value proposition is probably the most important for decision makers’ “big” data in that it contains (or has a greater potential to contain) more patterns and interesting anomalies than “small” data. Thus, by analyzing large and feature rich data, organizations can gain greater business value that they may not have otherwise. While users can detect the patterns in small data sets using simple statistical and machine-learning methods or ad hoc query and reporting tools, Big Data means “big” analytics. Big analytics means greater insight and better decisions, something that every organization needs nowadays. (Different students may have different answers.)
4. What do you think the future of Big Data will be like? Will it lose its popularity to something else? If so, what will it be?

Big Data could evolve at a rapid pace. The buzzword “Big Data” might change to something else, but the trend toward increased computing capabilities, analytics methodologies, and data management of high volume heterogeneous information will continue. (Different students may have different answers.)

Section 13.3 Review Questions

5.       What is Big Data analytics? How does it differ from regular analytics?

Big Data analytics is analytics applied to Big Data architectures. This is a new paradigm; in order to keep up with the computational needs of Big Data, a number of new and innovative analytics computational techniques and platforms have been developed. These techniques are collectively called high-performance computing, and include in-memory analytics, in-database analytics, grid computing, and appliances. They differ from regular analytics which tend to focus on relational database technologies. 
6. What are the critical success factors for Big Data analytics?

Critical factors include a clear business need, strong and committed sponsorship, alignment between the business and IT strategies, a fact-based decision culture, a strong data infrastructure, the right analytics tools, and personnel with advanced analytic skills.
7. What are the big challenges that one should be mindful of when considering implementation of Big Data analytics?
Traditional ways of capturing, storing, and analyzing data are not sufficient for Big Data. Major challenges are the vast amount of data volume, the need for data integration to combine data of different structures in a cost-effective manner, the need to process data quickly, data governance issues, skill availability, and solution costs.
8. What are the common business problems addressed by Big Data analytics?

Here is a list of problems that can be addressed using Big Data analytics:

· Process efficiency and cost reduction

· Brand management

· Revenue maximization, cross-selling, and up-selling

· Enhanced customer experience

· Churn identification, customer recruiting

· Improved customer service

· Identifying new products and market opportunities

· Risk management

· Regulatory compliance

· Enhanced security capabilities

Section 13.4 Review Questions

1. What are the common characteristics of emerging Big Data technologies?

They take advantage of commodity hardware to enable scale-out, parallel processing techniques; employ nonrelational data storage capabilities in order to process unstructured and semistructured data; and apply advanced analytics and data visualization technology to Big Data to convey insights to end users.
2. What is MapReduce? What does it do? How does it do it?
MapReduce is a programming model that allows the processing of large-scale data analysis problems to be distributed and parallelized. The MapReduce technique, popularized by Google, distributes the processing of very large multi-structured data files across a large cluster of machines. High performance is achieved by breaking the processing into small units of work that can be run in parallel across the hundreds, potentially thousands, of nodes in the cluster. The map function in MapReduce breaks a problem into sub-problems, which can each be processed by single nodes in parallel. The reduce function merges (sorts, organizes, aggregates) the results from each of these nodes into the final result.
3. What is Hadoop? How does it work?

Hadoop is an open source framework for processing, storing, and analyzing massive amounts of distributed, unstructured data. It is designed to handle petabytes and exabytes of data distributed over multiple nodes in parallel, typically commodity machines connected via the Internet. It utilizes the MapReduce framework to implement distributed parallelism. The file organization is implemented in the Hadoop Distributed File System (HDFS), which is adept at storing large volumes of unstructured and semistructured data. This is an alternative to the traditional tables/rows/columns structure of a relational database. Data is replicated across multiple nodes, allowing for fault tolerance in the system.
4. What are the main Hadoop components? What functions do they perform?
Major components of Hadoop are the HDFS, a Job Tracker operating on the master node, Name Nodes, Secondary Nodes, and Slave Nodes. The HDFS is the default storage layer in any given Hadoop cluster. A Name Node is a node in a Hadoop cluster that provides the client information on where in the cluster particular data is stored and if any nodes fail. Secondary nodes are backup name nodes. The Job Tracker is the node of a Hadoop cluster that initiates and coordinates MapReduce jobs or the processing of the data. Slave nodes store data and take direction to process it from the Job Tracker.
Querying for data in the distributed system is accomplished via MapReduce. The client query is handled in a Map job, which is submitted to the Job Tracker. The Job Tracker refers to the Name Node to determine which data it needs to access to complete the job and where in the cluster that data is located, then submits the query to the relevant nodes which operate in parallel. A Name Node acts as facilitator, communicating back to the client information such as which nodes are available, where in the cluster certain data resides, and which nodes have failed. When each node completes its task, it stores its result. The client submits a Reduce job to the Job Tracker, which then collects and aggregates the results from each of the nodes.
5. What is NoSQL? How does it fit into the Big Data analytics picture?
NoSQL, also known as “Not Only SQL,” is a new style of database for processing large volumes of multi-structured data. Whereas Hadoop is adept at supporting large-scale, batch-style historical analysis, NoSQL databases are mostly aimed at serving up discrete data stored among large volumes of multi-structured data to end-user and automated Big Data applications. NoSQL databases trade ACID (atomicity, consistency, isolation, durability) compliance for performance and scalability.
Section 13.5 Review Questions
1. 
What is a data scientist? What makes them so much in demand?
Data scientists use a combination of their business and technical skills to investigate Big Data, looking for ways to improve current business analytics practices (from descriptive to predictive and prescriptive) and hence to improve decisions for new business opportunities. One of the biggest differences between a data scientist and a business intelligence user—such as a business analyst—is that a data scientist investigates and looks for new possibilities, while a BI user analyzes existing business situations and operations. Data scientist is an emerging profession, and there is no consensus on where data scientists come from or what educational background a data scientist has to have. But there is a common understanding of what skills and qualities they are expected to possess, which involve a combination of soft and hard skills. 
2. 
What are the common characteristics of data scientists? Which one is the most important?

One of the most sought-out characteristics of a data scientist is expertise in both technical and business application domains. Data scientists are expected to have soft skills such as creativity, curiosity, communication/interpersonal skills, domain expertise, problem definition skills, and managerial skills as well as sound technical skills such as data manipulation, programming/hacking/scripting, and knowledge of Internet and social media/networking technologies. Data scientists are supposed to be creative and curious, and should be excellent communicators, with the ability to tell compelling stories about their data.
3. 
Where do data scientists come from? What educational backgrounds do they have?
Data scientist is an emerging profession, and there is no consensus on where data scientists come from or what educational background a data scientist has to have. Master of Science (or Ph.D.) in Computer Science, MIS, Industrial Engineering, of postgraduate analytics are common examples. But many data scientists have advanced degrees in other disciplines, like the physical or social sciences, or more specialized fields like ecology or system biology. 
4. 
What do you think is the path to becoming a great data scientist?
Becoming a great data scientist requires you to delve deeply into developing quantitative and technical skills, as well as interpersonal and communication skills. In addition, you will need to gain significant domain knowledge (e.g., in business). This effort will most likely require an advanced degree. It also requires a continuous thirst for knowledge and an intense curiosity; you will always be learning in this profession. In addition to meticulous analytical skills, it also requires creativity and imagination. (Students will vary in their answers to this question.)
Section 13.6 Review Questions
1.
What are the challenges facing data warehousing and Big Data? Are we witnessing the end of the data warehousing era? Why or why not?

What has changed the landscape in recent years is the variety and complexity of data, which made data warehouses incapable of keeping up. It is not the volume of the structured data but the variety and the velocity that forced the world of IT to develop a new paradigm, which we now call “Big Data.” But this does not mean the end of data warehousing.  Data warehousing and RDBMS still bring many strengths that make them relevant for BI and that Big Data techniques do not currently provide.  

2.

What are the use cases for Big Data and Hadoop?
In terms of its use cases, Hadoop is differentiated two ways: first, as the repository and refinery of raw data, and second, as an active archive of historical data. Hadoop, with their distributed file system and flexibility of data formats (allowing both structured and unstructured data), is advantageous when working with information commonly found on the Web, including social media, multimedia, and text. Also, because it can handle such huge volumes of data (and because storage costs are minimized due to the distributed nature of the file system), historical (archive) data can be managed easily with this approach.
3.

What are the use cases for data warehousing and RDBMS?
Three main use cases for data warehousing are performance, integration, and the availability of a wide variety of BI tools. The relational data warehouse approach is quite mature, and database vendors are constantly adding new index types, partitioning, statistics, and optimizer features. This enables complex queries to be done quickly, a must for any BI application. Data warehousing, and the ETL process, provide a robust mechanism for collecting, cleaning, and integrating data. And, it is increasingly easy for end users to create reports, graphs, and visualizations of the data.
4.

In what scenarios can Hadoop and RDBMS coexist?

There are several possible scenarios under which using a combination of Hadoop and relational DBMS-based data warehousing technologies makes sense. For example, you can use Hadoop for storing and archiving multi-structured data, with a connector to a relational DBMS that extracts required data from Hadoop for analysis by the relational DBMS. Hadoop can also be used to filter and transform multi-structural data for transporting to a data warehouse, and can also be used to analyze multi-structural data for publishing into the data warehouse environment. Combining SQL and MapReduce query functions enables data scientists to analyze both structured and unstructured data. Also, front end query tools are available for both platforms.
Section 13.7 Review Questions
1.
What is special about the Big Data vendor landscape? Who are the big players?

The Big Data vendor landscape is developing very rapidly. It is in a special period of evolution where entrepreneurial startup firms bring innovative solutions to the marketplace. Cloudera is a market leader in the Hadoop space. MapR and Hortonworks are two other Hadoop startups. DataStax is an example of a NoSQL vendor. Informatica, Pervasive Software, Syncsort, and MicroStrategy are also players. Most of the growth in the industry is with Hadoop and NoSQL distributors and analytics providers. There is still very little in terms of Big Data application vendors. Meanwhile, the next-generation data warehouse market has experienced significant consolidation. Four leading vendors in this space—Netezza, Greenplum, Vertica, and Aster Data—were acquired by IBM, EMC, HP, and Teradata, respectively. Mega-vendors Oracle and IBM also play in the Big Data space, connecting and consolidating their products with Hadoop and NoSQL engines. 
2.
How do you think the Big Data vendor landscape will change in the near future? Why?

As the field matures, more and more traditional data vendors will incorporate Big Data into their architectures. We already saw something similar with the incorporation of XML data types and XPath processing engines in relational database engines. Also, the Big Data market will be increasingly cloud-based, and hosting services will include Big Data data storage options, along with the traditional MySql and SqlServer options. Vendors providing Big Data applications and services, for example in the finance domain or for scientific purposes, will begin to proliferate. (Different students will have different answers.)
9. What is the role of visual analytics in the world of Big Data?
Visual analytics help organizations uncover trends, relationships, and anomalies by visually shifting through very large quantities of data. Many vendors are developing visual analytics offerings, which have traditionally applied to structured data warehouse environments (relational and multidimensional), for the Big Data space. To be successful, a visual analytics application must allow for the coexistence and integration of relational and multistructured data.
Section 13.8 Review Questions
10.       What is a stream (in the Big Data world)?

A stream can be thought of as an unbounded flow or sequence of data elements, arriving continuously at high velocity. Streams often cannot be efficiently or effectively stored for subsequent processing; thus Big Data concerns about Velocity (one of the six Vs) are especially prevalent when dealing with streams. Examples of data streams include sensor data, computer network traffic, phone conversations, ATM transactions, web searches, and financial data.
11. What are the motivations for stream analytics?

In situations where data streams in rapidly and continuously, traditional analytics approaches that work with previously accumulated data (i.e., data at arrest) often either arrive at the wrong decisions because of using too much out-of-context data, or they arrive at the correct decisions but too late to be of any use to the organization. Therefore it is critical for a number of business situations to analyze the data soon after it is created and/or as soon as it is streamed into the analytics system. It is no longer feasible to “store everything.” Otherwise, analytics will either arrive at the wrong decisions because of using too much out-of-context data, or at the correct decisions but too late to be of any use to the organization. Therefore it is critical for a number of business situations to analyze the data as soon as it is streamed into the analytics system.
12.       What is stream analytics? How does it differ from regular analytics?
Stream analytics is the process of extracting actionable information from continuously flowing/streaming data. It is also sometimes called “data in-motion analytics” or “real-time data analytics.” It differs from regular analytics in that it deals with high velocity (and transient) data streams instead of more permanent data stores like databases, files, or web pages.
13.       What is critical event processing? How does it relate to stream analytics?
Critical event processing is a method of capturing, tracking, and analyzing streams of data to detect events (out of normal happenings) of certain types that are worthy of the effort. It involves combining data from multiple sources to infer events or patterns of interest. An event may also be defined generically as a “change of state,” which may be detected as a measurement exceeding a predefined threshold of time, temperature, or some other value. This applies to stream analytics because the events are happening in real time.
14.       Define data stream mining. What are the additional challenges that are posed?
Data stream mining is the process of extracting novel patterns and knowledge structures from continuous, rapid data records. Processing data streams, as opposed to more permanent data storages, is a challenge. Traditional data mining techniques can process data recursively and repetitively because the data is permanent. By contrast, a data stream is a continuous flow of ordered sequence of instances that can only be read once and must be processed immediately as they come in.
Section 13.9 Review Questions
1.

What are the most fruitful industries for stream analytics? 
Many industries can benefit from stream analytics. Some prominent examples include e-commerce, telecommunications, law enforcement, cyber security, the power industry, health sciences, and the government.
2.

How can stream analytics be used in e-commerce? 

Companies such as Amazon and eBay use stream analytics to analyze customer behavior in real time. Every page visit, every product looked at, every search conducted, and every click made is recorded and analyzed to maximize the value gained from a user’s visit. Behind the scenes, advanced analytics are crunching the real-time data coming from our clicks, and the clicks of thousands of others, to “understand” what it is that we are interested in (in some cases, even we do not know that) and make the most of that information by creative offerings.
3.
In addition to what is listed in this section, can you think of other industries and/or application areas where stream analytics can be used?
Stream analytics could be of great benefit to any industry that faces an influx of relevant real-time data and needs to make quick decisions. One example is the news industry. By rapidly sifting through data streaming in, a news organization can recognize “newsworthy” themes (i.e., critical events). Another benefit would be for weather tracking in order to better predict tornados or other natural disasters. (Different students will have different answers.)
4.
Compared to regular analytics, do you think stream analytics will have more (or fewer) use cases in the era of Big Data analytics? Why?

Stream analytics can be thought of as a subset of analytics in general, just like “regular” analytics. The question is, what does “regular” mean? Regular analytics may refer to traditional data warehousing approaches, which does constrain the types of data sources and hence the use cases. Or, “regular” may mean analytics on any type of permanent stored architecture (as opposed to transient streams). In this case, you have more use cases for “regular” (including Big Data) than in the previous definition. In either case, there will probably be plenty of times when “regular” use cases will continue to play a role, even in the era of Big Data analytics. (Different students will have different answers.)
ANSWERS TO APPLICATION CASE QUESTIONS FOR DISCUSSION(  (  
Application Case 13.1: Big Data Analytics Helps Luxottica Improve Its Marketing Effectiveness
1. 
What does Big Data mean to Luxottica?
For Luxottica, Big Data includes everything they can find about their customer interactions (in the form of transactions, click streams, product reviews, and social media postings). They see this as constituting a massive source of business intelligence for potential product, marketing, and sales opportunities.
2.
What were their main challenges?
Because Luxottica outsourced both data storage and promotional campaign development and management, there was a disconnect between data analytics and marketing execution. Their competitive posture and strategic growth initiatives were compromised for lack of an individualized view of their customers and an inability to act decisively and consistently on the different types of information generated by each retail channel.
3. 
What was the proposed solution, and the obtained results?
Luxottica deployed the Customer Intelligence Appliance (CIA) from IBM Business Partner Aginity LLC. This product is built on IBM PureData System for Analytics. This solution helps Luxottica highly segment customer behavior and provide a platform and smart database for marketing execution systems, such as campaign management, e-mail services, and other forms of direct marketing. Anticipated benefits include a 10% improvement in marketing effectiveness, identifying the highest valued customers, and the ability to target customers based on preference and history.
Application Case 13.2: Top 5 Investment Bank Achieves Single Source of the Truth

1. 
How can Big Data benefit large-scale trading banks?
Big Data can potentially handle the high volume, high variability, continuously streaming data that trading banks need to deal with. Traditional relational databases are often unable to keep up with the data demand.
2.
How did MarkLogic infrastructure help ease the leveraging of Big Data?
MarkLogic was able to meet two needs: (1) upgrading existing Oracle and Sybase platforms, and (2) compliance with regulatory requirements. Their solution provided better performance, scalability, and faster development for future requirements than competitors. Most importantly, MarkLogic was able to eliminate the need for replicated database servers by providing a single server providing timely access to the data.
3. 
What were the challenges, the proposed solution, and the obtained results?
The Bank’s legacy system was built on relational database technology. As data volumes and variability increased, the legacy system was not fast enough to respond to growing business needs and requirements. It was unable to deliver real-time alerts to manage market and counterparty credit positions in the desired timeframe. Big data offered the scalability to address this problem. The benefits included a new alert feature, less downtime for maintenance, much faster capacity to process complex changes, and reduced operations costs.
Application Case 13.3: eBay’s Big Data Solution

1. 
Why is Big Data a big deal for eBay?
eBay is the world’s largest online marketplace, and its success requires the ability to turn the enormous volumes of data it generates into useful insights for customers. Big Data is essential for this effort.

2.
What were the challenges, the proposed solution, and the obtained results?
eBay was experiencing explosive data growth and needed a solution that did not have the typical bottlenecks, scalability issues, and transactional constraints associated with common relational database approaches. The company also needed to perform rapid analysis on a broad assortment of the structured and unstructured data it captured. eBay’s solution includes NoSQL via Apache Cassandra and DataStax Enterprise. It also uses integrated Apache Hadoop analytics that come with DataStax. The solution incorporates a scale-out architecture that enables eBay to deploy multiple DataStax Enterprise clusters across several different data centers using commodity hardware. Now, eBay can more cost effectively process massive amounts of data at very high speeds. The new architecture serves a wide variety of new use cases, and its reliability and fault tolerance has been greatly enhanced.
3.
Can you think of other e-commerce businesses that may have Big Data challenges comparable to that of eBay?
Any large company with a significant online presence will have similar challenges as eBay. Amazon and Walmart are two of the largest.
Application Case 13.4: Big Data and Analytics in Politics

1. 
What is the role of analytics and Big Data in modern-day politics?
Big Data and analytics have a lot to offer to modern-day politics. The main characteristics of Big Data, namely volume, variety, and velocity (the three Vs), readily apply to the kind of data that is used for political campaigns. Big Data Analytics can help predict election outcomes as well as targeting potential voters and donors, and have become a critical part of political campaigns.
2.
Do you think Big Data Analytics could change the outcome of an election?
It may well have changed the outcome of the 2008 and 2012 elections. For example, in 2012, Barack Obama had a data advantage and the depth and breadth of his campaign’s digital operation, from political and demographic data mining to voter sentiment and behavioral analysis, reached beyond anything politics had ever seen. So there was a significant difference in expertise and comfort level with modern technology between the two parties. The usage and expertise gap between the party lines may disappear over time, and this will even the playing field. But new data regarding voter sympathies may itself change the thinking and ideological directions of the major parties. This in itself could shift election outcomes. (Answers will vary by student.)
3.
What do you think are the challenges, the potential solution, and the probable results of the use of Big Data Analytics in politics?
One of the big challenges is to ensure some sort of reliability in news media coverage of election issues. For example, most people, including the so-called political experts (who often rely on gut feelings and experiences), thought the 2012 presidential election would be very close. They were wrong. On the other hand, data analysts, using data-driven analytical models, predicted that Barack Obama would win easily with close to 99 percent certainty. The results will be an ever-increasing use of Big Data analytics in politics, both by the parties and candidates themselves and by the news media and analysts who cover them.
Application Case 13.5: Dublin City Council Is Leveraging Big Data to Reduce Traffic Congestion
1. 
Is there a strong case to make for large cities to use Big Data Analytics and related information technologies? Identify and discuss examples of what can be done with analytics beyond what is portrayed in this application case.
For the Dublin case, Big Data Analytics were used primarily to ease traffic problems and better understand the traffic network. Municipalities could use these technologies for many other governmental tasks. For example, providing social services is a very complex and difficult process that can be benefit from Big Data technologies. Other areas include tax collection, sanitation services, environmental management, crime prevention, and management of police and fire departments. 
2.
How can big data analytics help ease the traffic problem in large cities?
They can help get a better sense of the “traffic health” by identifying traffic congestion in its early stages. By integrating geospatial data from buses and data on bus timetables into a central geographic information system, you can create a digital map of the city. Then, using the dashboard screen, operators can drill down to see the number of buses that are on time or delayed on each route. With big data analytics, users can produce detailed reports on areas of the network where buses are frequently delayed, and take prompt action to ease congestion. Data and analytics can also assist with future planning of roads, infrastructure, and public transportation in order to further ease traffic problems.
3.
What were the challenges Dublin City was facing; what were the proposed solution, initial results, and future plans?
The major problem was the difficulty in getting a good picture of traffic in the city from a high-level perspective. The proposed solution was to team up with IBM Research, and especially their Smarter Cities Technologies Centre. Using IBM InfoSphere Streams and mapping software, IBM researchers created a digital map of the city, overlaid with the real-time positions of Dublin’s 1,000 buses. This gave operators the ability to see the system as a whole instead of just individual corridors. The new system gave insight to the operators and managers. They could now start answering questions such as: “Are the bus lane start times correct?” and “Where do we need to add additional bus lanes and bus-only traffic signals?” For the future, the Dublin City Council and IBM plan to enhance the system by incorporating meteorological data, under-road sensors, and bicycle-usage data into their predictive analytics. 
Application Case 13.6: Creditreform Boosts Credit Rating Quality with Big Data Visual Analytics

1. 
How did Creditreform boost credit rating quality with Big Data and visual analytics?
Using Big Data and visual analytics, executives can make quicker, better decisions with instant access, via PC or tablet, to insights based on the latest data. Creditreform employees can use the software to make smart decisions without needing extensive training. This makes Creditreform better at providing the highest quality financial information and credit ratings to its client businesses.
2.
What were the challenges, proposed solution, and initial results?
Creditreform makes more than 24 million credit reports from 26 countries in Europe and from China that are available around the clock. Creditreform wants to maintain its leadership and widen its market lead. Big data and visual analytics are seen as principal technologies to help with this effort. Creditreform decided to use SAS Visual Analytics to simplify the analytics process. SAS Visual Analytics is a high-performance, in-memory solution for exploring massive amounts of data very quickly. This made it faster and easier for their analysts to detect correlations in the business data, which improved the quality and forecasting accuracy of their credit ratings. 
Application Case 13.7: Turning Machine-Generated Streaming Data into Valuable Business Insights

1. 
Why is stream analytics becoming more popular?
Stream analytics is becoming increasingly more popular for two main reasons. First, time-to-action has become an ever decreasing value, and second, we have the technological means to capture and process the data while it is being created. 
2.
How did the telecommunications company in this case use stream analytics for better business outcomes? What additional benefits can you foresee?

Mainly they used stream analytics to improve their service delivery in the following areas: application troubleshooting, operations, compliance, and security. For application troubleshooting, stream analytics helps to quickly diagnose the causes of 404 errors encountered by users on their Web site. In terms of operations, stream analytics helps to avoid critical downtime by anticipating potential infrastructure failures before they happen. Stream analytics is helping the company’s audit process, which assists with meeting compliance requirements. Finally, stream analytics enhances the company’s ability to detect system vulnerabilities and attacks. 
3. 
What were the challenges, proposed solution, and initial results?
This telecommunication company encounters over a billion daily events running on a distributed hardware/software infrastructure supporting millions of cable, online, and interactive media customers. It was overwhelming to gather and view this data in one place, and to perform any diagnostics, or hone in on the real-time intelligence that lives in the machine-generated data. Using time-consuming and error-prone traditional search methods, the company’s roster of experts would shuffle through mountains of data to uncover issues threatening data integrity, system stability, and applications performance. They needed a better way to do this. They decided to work with Splunk, one of the leading stream analytics service providers. The insights gained from the analysis and information provided by Splunk helped improve in several areas: application troubleshooting, operations, compliance, and security. 

ANSWERS TO END OF CHAPTER QUESTIONS FOR DISCUSSION(  (  (  
15. What is Big Data? Why is it important? Where does Big Data come from?

Traditionally, the term “Big Data” has been used to describe the massive volumes of data analyzed by huge organizations like Google or research science projects at NASA. But for most businesses, it’s a relative term: “Big” depends on an organization’s size. In general, Big Data exceeds the reach of commonly used hardware environments and/or capabilities of software tools to capture, manage, and process it within a tolerable time span for its user population. Big Data has become a popular term to describe the exponential growth, availability, and use of information, both structured and unstructured. Big data is important because it is there and because it is rich in information and insight that, if effectively tapped, can lead to better business decisions and improved company performance. Much has been written on the Big Data trend and how it can serve as the basis for innovation, differentiation, and growth. Big Data includes both structured and unstructured data, and it comes from everywhere: data sources include Web logs, RFID, GPS systems, sensor networks, social networks, Internet-based text documents, Internet search indexes, and detailed call records, to name just a few. Big data is not just about volume, but also variety, velocity, veracity, and value proposition.
16. What do you think the future of Big Data will be? Will it lose its popularity to something else? If so, what will it be?
Big Data could evolve at a rapid pace. The buzzword “Big Data” might change to something else, but the trend toward increased computing capabilities, analytics methodologies, and data management of high volume heterogeneous information will continue. (Different students may have different answers.) 
17. What is Big Data analytics? How does it differ from regular analytics?
Big Data analytics is analytics applied to Big Data architectures. This is a new paradigm; in order to keep up with the computational needs of Big Data, a number of new and innovative analytics computational techniques and platforms have been developed. These techniques are collectively called high-performance computing, and include in-memory analytics, in-database analytics, grid computing, and appliances. They differ from regular analytics which tend to focus on relational database technologies.
18. What are the critical success factors for Big Data analytics?
Critical factors include a clear business need, strong and committed sponsorship, alignment between the business and IT strategies, a fact-based decision culture, a strong data infrastructure, the right analytics tools, and personnel with advanced analytic skills. 
19. What are the big challenges that one should be mindful of when considering implementation of Big Data analytics?
Traditional ways of capturing, storing, and analyzing data are not sufficient for Big Data. Major challenges are the vast amount of data volume, the need for data integration to combine data of different structures in a cost-effective manner, the need to process data quickly, data governance issues, skill availability, and solution costs.
20. What are the common business problems addressed by Big Data analytics?
Here is a list of problems that can be addressed using Big Data analytics:

· Process efficiency and cost reduction

· Brand management

· Revenue maximization, cross-selling, and up-selling

· Enhanced customer experience

· Churn identification, customer recruiting

· Improved customer service

· Identifying new products and market opportunities

· Risk management

· Regulatory compliance

· Enhanced security capabilities

21. What is a data scientist? What makes them so much in demand?
Data scientists use a combination of their business and technical skills to investigate Big Data, looking for ways to improve current business analytics practices (from descriptive to predictive and prescriptive) and hence to improve decisions for new business opportunities. One of the biggest differences between a data scientist and a business intelligence user—such as a business analyst—is that a data scientist investigates and looks for new possibilities, while a BI user analyzes existing business situations and operations. Data scientist is an emerging profession, and there is no consensus on where data scientists come from or what educational background a data scientist has to have. But there is a common understanding of what skills and qualities they are expected to possess, which involve a combination of soft and hard skills.
22. What are the common characteristics of data scientists? Which one is the most important?

One of the most sought-out characteristics of a data scientist is expertise in both technical and business application domains. Data scientists are expected to have soft skills such as creativity, curiosity, communication/interpersonal skills, domain expertise, problem definition skills, and managerial skills as well as sound technical skills such as data manipulation, programming/hacking/scripting, and knowledge of Internet and social media/networking technologies. Data scientists are supposed to be creative and curious, and should be excellent communicators, with the ability to tell compelling stories about their data.
23. In the era of Big Data, are we about to witness the end of data warehousing? Why?
What has changed the landscape in recent years is the variety and complexity of data, which made data warehouses incapable of keeping up. It is not the volume of the structured data but the variety and the velocity that forced the world of IT to develop a new paradigm, which we now call “Big Data.” But this does not mean the end of data warehousing.  Data warehousing and RDBMS still bring many strengths that make them relevant for BI and that Big Data techniques do not currently provide.
24. What are the use cases for Big Data/Hadoop and data warehousing/RDBMS?
In terms of its use cases, Hadoop is differentiated two ways: first, as the repository and refinery of raw data, and second, as an active archive of historical data. Hadoop, with their distributed file system and flexibility of data formats (allowing both structured and unstructured data), is advantageous when working with information commonly found on the Web, including social media, multimedia, and text. Also, because it can handle such huge volumes of data (and because storage costs are minimized due to the distributed nature of the file system), historical (archive) data can be managed easily with this approach.

Three main use cases for data warehousing are performance, integration, and the availability of a wide variety of BI tools. The relational data warehouse approach is quite mature, and database vendors are constantly adding new index types, partitioning, statistics, and optimizer features. This enables complex queries to be done quickly, a must for any BI application. Data warehousing, and the ETL process, provide a robust mechanism for collecting, cleaning, and integrating data. And, it is increasingly easy for end users to create reports, graphs, and visualizations of the data.
25. What is stream analytics? How does it differ from regular analytics?
Stream analytics is the process of extracting actionable information from continuously flowing/streaming data. It is also sometimes called “data in-motion analytics” or “real-time data analytics.” It differs from regular analytics in that it deals with high velocity (and transient) data streams instead of more permanent data stores like databases, files, or web pages). 
26. What are the most fruitful industries for stream analytics? What is common to those industries?
Many industries can benefit from stream analytics. Some prominent examples include e-commerce, telecommunications, law enforcement, cyber security, the power industry, health sciences, and the government.
27. Compared to regular analytics, do you think stream analytics will have more (or fewer) use cases in the era of Big Data analytics? Why?
Stream analytics can be thought of as a subset of analytics in general, just like “regular” analytics. The question is, what does “regular” mean? Regular analytics may refer to traditional data warehousing approaches, which does constrain the types of data sources and hence the use cases. Or, “regular” may mean analytics on any type of permanent stored architecture (as opposed to transient streams). In this case, you have more use cases for “regular” (including Big Data) than in the previous definition. In either case, there will probably be plenty of times when “regular” use cases will continue to play a role, even in the era of Big Data analytics. (Different students will have different answers.)

ANSWERS TO END OF CHAPTER APPLICATION CASE QUESTIONS(  (
1. 
How big is Big Data for Discovery Health?

Discovery Health serves 2.7 million members, and its claims system generates a million new rows of data each day. For analytics purposes, they want to use three years of data, which comes to over a billion rows of claims data alone. 
2. 
What big data sources did Discovery Health use for their analytic solutions?
The data sources include members’ claims data, pathology results, members’ questionnaires, data from pharmacies, hospital admissions, and billing data, to name a few. Looking to the future, Discovery is also starting to analyze unstructured data, such as text-based surveys and comments from online feedback forms.
3. 
What were the main data/analytics challenges Discovery Health was facing?

The challenge faced by Discovery Health was similar to that faced by any company operating in a Big Data environment. Given the huge amount of data that Discovery Health was generating, how could they identify the key insights that their business and their members’ health depend on? To find the needles of vital information in the big data haystack, the company not only needed a sophisticated data-mining and predictive modeling solution, but also an analytics infrastructure with the power to deliver results at the speed of business.
4. 
What were the main solutions they have produced?

To achieve this transformation in its analytics capabilities, Discovery worked with BITanium, an IBM Business Partner with deep expertise in operational deployments of advanced analytics technologies. The solution included use of IBM’s SSPS and PureData System for Analytics. 
5. 
What were the initial results/benefits? What do you think will be the future of Big Data analytics at Discovery?

Discovery Health is now able to run three years’ worth of data for their 2.7 million members through complex statistical models to deliver actionable insights in a matter of minutes. This helps them to better predict and prevent health risks, and to identify and eliminate fraud. The results have been transformative. From an analytics perspective, the speed of the solution gives Discovery more scope to experiment and optimize its models. From a broader business perspective, the combination of SPSS and PureData technologies gives Discovery the ability to

put actionable data in the hands of its decision makers faster.
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